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[bookmark: _7vidf67zs0nk]AI Vendor Checklist

A practical AI vendor checklist to help your team evaluate platforms, so you can choose a vendor that you genuinely trust.
[bookmark: _x6kb7jsqvg7x]AI and your intranet
AI features are becoming standard in workplace software, and intranet platforms are no exception. Vendors are moving fast, and that's exciting. But vendors saying 'we have AI' does not provide a clear enough picture. Not all AI is built the same way.

Your intranet holds some of your most sensitive information, such as HR policies, personal employee information, financial data, executive communications, and internal procedures. Before you layer AI on top of that, it's worth asking some pointed questions.

[bookmark: _5aet5qg1nfak][bookmark: _h0d5gqrjjmlm][bookmark: _621q3vs7lo3j][bookmark: _s9jvvjntw59s]This guide helps you do exactly that. 


[bookmark: _3olqyijjwa3n]



How to use this checklist
[bookmark: _ga9vb67780ze]1. Work through each section with every vendor you're considering
Bring it to demos and discovery calls. Ask each question directly and note their answers in the table. Remember, vague responses can be a warning sign. Vendors who take a thoughtful and safe approach to AI will have clear and consistent answers.
[bookmark: _uam1w7by191f]2. Compare answers 
We've included our own answers in a table below the vendor assessment table as a benchmark to give you an idea for what type of responses to look out for.
[bookmark: _dkgnqotfwi96]3. Loop in your security, legal, and IT teams early
AI touches data privacy and compliance, so it’s important to get the right people in the room before you shortlist vendors. Most vendors will complete security questionnaires as part of the process.
[bookmark: _wkhudxdov580]

Vendor Assessment - AI
	Date
	

	Vendor name
	

	Assessment team
	

	Data Privacy and AI Training
	Vendor Answer

	Will your AI train on our data?
AI trained on customer data can expose confidential information to others. A deal-breaker for most teams.
	

	Is our data used to improve your models?
Even without full retraining, a vendor fine-tuning their AI model on your data is a real privacy risk.
	

	Is customer data stored separately from other customers?
Shared databases can lead to data leaking between organizations using the same vendor. Shared databases may make it difficult (or impossible) to remove your data when offboarding.
	

	Where is our data processed and stored? 
Where data is stored (data residency) affects compliance with GDPR, PIPEDA, CCPA, and other regional regulations.
	

	Security and Infrastructure
	Vendor Answer

	Is our data logged by your cloud provider? 
Cloud provider logging can expose employee queries to third parties and expand your compliance footprint.
	

	Can AI requests be intercepted in transit? 
Without encryption and private networking, queries with sensitive data could be exposed.
	

	Do you have advanced data encryption, and how is data encrypted? 
Standard encryption isn’t always enough.
	

	Access Controls and Permissions
	Vendor Answer

	Does the AI respect existing user permissions? 
The AI must never surface content a user can't already access. Otherwise it bypasses your security.
	

	Can we turn all AI features off? 
Your team needs to be able to disable AI entirely. For compliance, policy, or phased rollout reasons.
	

	Can we control who has access to AI
features?
Role-based access ensures AI is rolled out carefully—not exposed to everyone before you're ready.
	

	Can we limit what content the AI draws from? 
Admins should be able to curate what the AI uses, especially if some pages are outdated or sensitive.
	

	Accuracy and Hallucination Risk
	Vendor Answer

	Can the AI make things up? 
All AI models have the ability to “make up answers” (also known as hallucination.) Be wary of vendors who say otherwise. To combat this, ask what safeguards are in place.
	

	Does the AI cite its sources? 
Source citations let employees verify answers and build trust. Without citations, there's no way to check.
	

	Which AI models power your product? 
'Our proprietary AI' is a red flag. Ask specifically which model powers it and how updates work.
	

	Does the AI draw from archived or deleted content? 
AI drawing on stale content can produce wrong or outdated answers, presenting a real governance risk.
	

	Governance, Ethics, and Transparency
	Vendor Answer

	Can admins audit AI usage? 
You need visibility into how AI is being used and whether it's performing well to stay accountable.
	

	Do you have a responsible AI policy? Vendors should clearly articulate and produce documentation for how they build and deploy AI.
	

	How is AI priced? Any hidden costs? AI processing is token-based and variable. Understand the cost model before you commit.
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ThoughtFarmer benchmark
[bookmark: _biopav6rx3ys]AI questions for intranet vendor assessment

	Data Privacy and AI Training
	ThoughtFarmer Answer

	Will your AI train on our data?
AI trained on customer data can expose confidential information to others. A deal-breaker for most teams.
	No 

· ThoughtFarmer never uses your data to train or fine-tune AI models.

	Is our data used to improve your models?
Even without full retraining, a vendor fine-tuning their AI model on your data is a real privacy risk.
	No

· Your data is never used to improve or fine-tune AI models.

	Is customer data stored separately from other customers?
Shared databases can lead to data leaking between organizations using the same vendor. Shared databases may make it difficult (or impossible) to remove your data when offboarding.
	Yes

· Every customer gets a separate database instance and Elasticsearch index.
· Data is never mixed between customers.

	Where is our data processed and stored? 
Where data is stored (data residency) affects compliance with GDPR, PIPEDA, CCPA, and other regional regulations.
	· ThoughtFarmer has data centres in the US, Canada, and EU.
· Storage stays in your region. 
· AI processing runs on AWS servers in more than one location within the same geographic area (AWS cross-region inferencing within the same geography)

	Security and Infrastructure
	ThoughtFarmer Answer

	Is our data logged by your cloud provider? 
Cloud provider logging can expose employee queries to third parties and expand your compliance footprint.
	No

· No. Requests to AI models via AWS Bedrock are processed in memory only—not logged by AWS.
· ThoughtFarmer does log interactions within your own environment for admin review.

	Can AI requests be intercepted in transit? 
Without encryption and private networking, queries with sensitive data could be exposed.
	No 

· All requests run across private AWS subnets and are encrypted in transit.
· No public internet exposure.

	Do you have advanced data encryption, and how is data encrypted? 
Standard encryption isn’t always enough.
	Yes

· Data is encrypted in transit and at rest.
· Separate database instances for each customer helps eliminate shared-storage risk.

	Access Controls and Permissions
	ThoughtFarmer Answer

	Does the AI respect existing user permissions? 
The AI must never surface content a user can't already access. Otherwise it bypasses your security.
	Yes 

· The AI Assistant only answers using content the requesting user already has permission to see.
· Permissions are enforced at the AI layer.

	Can we turn all AI features off? 
Your team needs to be able to disable AI entirely. For compliance, policy, or phased rollout reasons.
	Yes 

· All AI features are off by default. 
· Admins choose to enable them when your team is ready.

	Can we control who has access to AI
features?
Role-based access ensures AI is rolled out carefully—not exposed to everyone before you're ready.
	Yes 

· All AI features, including AI Create, Enhance, and Assistant can each be enabled per user and per group. 
· Full admin controls.

	Can we limit what content the AI draws from? 
Admins should be able to curate what the AI uses, especially if some pages are outdated or sensitive.
	Yes
· Admins can add specific pages for the AI Assistant to access.

	Accuracy and Hallucination Risk
	ThoughtFarmer Answer

	Can the AI make things up? 
All AI models have the ability to “make up answers” (also known as hallucination.) Be weary of vendors who say otherwise. To combat this, ask what safeguards are in place.
	It’s possible, but shouldn't

· ThoughtFarmer grounds the Assistant with your actual intranet content (RAG) and uses advanced AI models. Our extensive test suite has not shown evidence of hallucinations, but it is still possible.
· Users are always encouraged to verify answers.

	Does the AI cite its sources? 
Source citations let employees verify answers and build trust. Without citations, there's no way to check.
	Yes 
· Every AI Assistant answer includes clickable links to the source pages behind it.

	Which AI models power your product? 
'Our proprietary AI' is a red flag. Ask specifically which model powers it and how updates work.
	· ThoughtFarmer is currently powered by Anthropic Claude 4.5 via AWS Bedrock.
· ThoughtFarmer updates to newer models as they become available and prove their quality.

	Does the AI draw from archived or deleted content? 
AI drawing on stale content can produce wrong or outdated answers, presenting a real governance risk.
	No 

· The AI Assistant only uses active, admin-configured pages. 
· Archived and deleted content is excluded.

	Governance, Ethics, and Transparency
	ThoughtFarmer Answer

	Will employees know when they're reading AI-generated content? 
Your team should always know when they're getting an AI answer vs. something a colleague wrote.
	Yes 

· The AI Assistant is clearly presented as a chatbot. Every response includes source citations and a disclaimer to verify answers.

	Can admins audit AI usage? 
You need visibility into how AI is being used and whether it's performing well to stay accountable.
	Yes
 
· ThoughtFarmer logs user requests and chatbot responses.
· Admins can review interaction history and thumbs up/down feedback.

	Do you have a responsible AI policy? Vendors should clearly articulate and produce documentation for how they build and deploy AI.
	Yes 

· ThoughtFarmer's responsible AI principles include: no model training on customer data, private and secure by design, permission-aware access, transparent answers, and deep product integration.

	How is AI priced? Any hidden costs? AI processing is token-based and variable. Understand the cost model before you commit.
	· AI Create and Enhance are included at no extra cost. 
· AI Assistant includes 1,000 pages during beta at no additional cost. 
· Pricing for additional pages is being finalized—ask for the latest.


[bookmark: _bd2ta1npmbxh][bookmark: _yc1lo67wj7xj]
Intranet AI best practices
Here are a few of our best practices for how to safely and securely maximize all the benefits of AI on your intranet.
[bookmark: _78in3qfmam8t]Keep permissions up to date 
The AI Assistant is only as secure as your permission model. Before launch, audit your intranet permissions to make sure sensitive content is appropriately restricted. Permission hygiene matters more than ever when AI is in the mix. 
[bookmark: _f0dqtlqxi4bj]Be intentional about what content you index 
Don't feed everything into the AI on day one. Start with your highest-value, most accurate content, such as HR policies, IT procedures, onboarding guides, and benefits info. Low-quality or outdated pages produce low-quality answers. 
[bookmark: _3w28puq92qz8]Set clear expectations with your team 
Let employees know the AI Assistant is a helpful tool, but not the final word. Encourage them to check sources, use the thumbs up/down feedback, and flag anything that doesn't seem right. AI should support human judgement, not replace it. 
[bookmark: _nc8g3xo8ozlz]Review chatbot logs and feedback regularly 
Your platform logs AI interactions, so use that data to your advantage. See what employees are asking, where the AI is surfacing helpful responses, and where it's not helpful. This feedback loop is how you improve over time. 
[bookmark: _smxh7ued9vwm]Plan for model updates and changes 
AI models evolve quickly. Make sure you understand your vendor's process for communicating model changes, feature updates, and pricing shifts. ThoughtFarmer always keeps you in the loop, so you won’t find out about changes by accident.



[bookmark: _7dsvgmur2zsd]Launch checklist
A quick reference for rolling out AI features in a way your team will trust.
[bookmark: _xz7umy28o3r1]Before launch
· Audit and update content accuracy
· Review and clean up permissions
· Add topics with curated pages
· Identify a pilot group of early users
· Draft your internal comms plan
[bookmark: _qp073yvo9mib]During launch
· Enable AI for pilot group only
· Share clear guidance on how to use it
· Communicate it's AI, not a human
· Set expectations on accuracy and encourage verification
· Provide a simple feedback mechanism
· Announce with context and rationale
[bookmark: _nbo5litgj529]Ongoing
· Review interaction logs monthly
· Update indexed content as it changes
· Monitor user feedback scores
· Expand access based on pilot results
· Retire or refresh outdated pages
· Stay current on vendor updates



Explore ThoughtFarmer’s intranet solutions for creating a thriving corporate culture, and reach out to our team at hello@thoughtfarmer.com if you’d like to learn more about how we can help to make work better.

www.thoughtfarmer.com
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